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Y] computers®
NVIDIA webinare ELITE

PARTNER

NVIDIA.

20. kvétna 2020, 15:00: Uvod do akcelerovanych vypodtd

21. kvetna 2020, 9:00: Novinky NVIDIA, architektura Ampere

27. kvetna 2020, 15:00: Novinky NVIDIA, architektura Ampere (stejny obsah jako 21. kvétna)
3. cervna 2020, 15:00: NVIDIA GPU Cloud (NGC) prakticky

9. Cervna 2020, 15:00: Do nitra NVIDIA A100 a DGX A100

Tyto webinare jsou zdarma, staci se jen zregistrovat vyse uvedenych odkazech nebo na strance
https.//www.mcomputers.cz/webinare,” doplnuje.

Www.mcomputers.cz


https://us02web.zoom.us/webinar/register/9515899764376/WN_rKdhahe2T5emkeqfBrFeaw
https://us02web.zoom.us/webinar/register/1015899765116/WN_B4CPXtfmQ72pEjp7kf8sKA
https://us02web.zoom.us/webinar/register/6815899765706/WN_LAVxcdNARmWzabqXp76p7w
https://us02web.zoom.us/webinar/register/7115899766756/WN_YkLy2RATReSIRSnTnR6DUA
https://us02web.zoom.us/webinar/register/9815899239796/WN_ZS34IzWDStSFwruy8loFBA
https://www.mcomputers.cz/webinare
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NVIDIA ELITE PARTNER ELITE N =

NVIDIA PARTNER

Jsme jediny ELITE partner ve stfedni a vychodni Evropé
Nabizime slevy pro vysoké skoly, vyzkumnée instituce a start-upy
Demo pool nejnovejsich NVIDIA technologii:
NVIDIA DGX Station (Intel + 4x V100)
IBM AC922 (POWER9 + 4% V100)
NVIDIA Tesla akceleratory (V100, T4)
NVIDIA Jetson produkty
Tym certifikovanych specialistu
Reference na vysokych skolach, ve statni spravé

: Illllullil‘llulnl\".ullilj;l'n;!mm:r LY e Ralph Hinsche, NUIDIA

Marcin Gaczor, RINGSTON
a dalsi

REGISTRACE NA: 4 DAYS.CZ

Www.mcomputers.cz



Al Is changing the entire nature of compute

https://www.zdnet.com/article/ai-is-changing-the-entire-nature-of-compute/

Figure 6. Growth of computer performance using integer programs (SPECintCPU).
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The world of computing, from chips to software to systems, is going to change dramatically in ' ‘
coming years as a result of the spread of machine learning. We may still refer to these computers 1
vanage Scripts iy ersal Turing Machines," as we have for eighty years or more. But in practice they will be 1980 1985 1990 1995 2000 2005 2010 2015
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https://www.zdnet.com/article/ai-is-changing-the-entire-nature-of-compute/
https://www.zdnet.com/article/ai-is-changing-the-entire-nature-of-compute/
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Potreba akcelerovanych vypoctu?

GPU-Computing perf
1.5X per year

1990 2000 2010
40 Years of Microprocessor Trend Data

NVIDIA marketing

Www.mcomputers.cz



Akcelerovane vypocty

vs. standardni vypocty na procesorech (CPU)

GP GPU -- General-Purpose computing on Graphics Processing Units
= koncept obecnych vypoctu nad grafickymi kartami

NVIDIA CUDA (Compute Unified Device Architecture) — od roku 2007

NVIDIA

Www.mcomputers.cz



----------------

Rozdil CPU vs. GPU

Intel Xeon NVIDIA Tesla NVIDIA Tesla
Parametr Platinum 8280  "MDEPYC7742 ,10032GB SXM2 A100 40GB SXM4

Zakladni frekvence 2,7 GHz 2,25 GHz 1,31 GHz XX

Llppack Rpe.ak.fp32 4,8 TFLOPs 4.6 TFLOPs 15,7 TELOPs 19,5 TELOPs*
(single-precission)

Spotreba 205 W 280 W 300 W 400 W

Listova cena 10 009 USD 6 950 USD 10 359 USD soucast systému

WWW.mcomputers.cz


https://blogs.nvidia.com/blog/2009/12/16/whats-the-difference-between-a-cpu-and-a-gpu/
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Architektury CPU a GPU

Control |uu

ALU
ALU

[

CPU GPU
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https://docs.nvidia.com/cuda/cuda-c-programming-guide/index.html

POROVNANI VYKONNOSTI CPU (INTEL) A GP GPU (NVIDIA)
FP32 (SINGLE PRECISSION) A FP64 (DOUBLE) VYPOCTY DEKADECKA OSA

RPEAK / GFLOPS
20000
18 000 _
Titan RTX
16000
14000
12000 Ampere
10000 K20
8 000 Pascal \Jl.i‘]D
6 000 Kepler 0100
52070 o
4000 51070 K80 2180 8280
&
2000 2" ! a0 4— - =
X270 E7-8780 b
0 5365 g | - —* ROK
2007 2009 2011 2013 2015 2017 2019
—e— GP GPU SP (32-bit) #— GP GPU DP (64-bit) CPU SP (32-bit) —e— CPU DP (64-bit)
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Systems

TOPS500 nejvykonnejsich superpocitacu
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2009

2010

2011

2012

2013 -

2014

2015

2016

2017 -

2018 -

2019

i Matrix-2000
u PEZY-SC

u Kepler/Phi

u AMD Vega

.1 Xeon Phi Main
ul Intel Xeon Phi
u Clearspeed

u IBM Cell

u ATl Radeon

u Nvidia Volta
i Nvidia Pascal
u Nvidia Kepler

u Nvidia Fermi

#1

Summit - IBM Power System AC922, IBM POWER9 22C 3.07GHz, NVIDIA Volta GV100,
Dual-rail Mellanox EDR Infiniband
IBM

#H2

Sierra - IBM Power System S922LC, IBM POWER9 22C 3.1GHz, NVIDIA Volta GV100,
Dual-rail Mellanox EDR Infiniband
IBM / NVIDIA / Mellanox

#3

Sunway Taihulight - Sunway MPP, Sunway SW26010 260C 1.45GHz
NRCPC

#4

Tianhe-2A - TH-IVB-FEP Cluster, Intel Xeon E5-2692v2 12C 2.2GHz, TH Express-2,
Matrix-2000
NUDT

#5

Frontera - Dell C6420, Xeon Platinum 8280 28C 2.7GHz, InfiniBand HDR
Dell EMC

#6

Piz Daint - Cray XC50, Xeon E5-2690v3 12C 2.6GHz, Aries, NVIDIA Tesla P100
Cray Inc.

H7

Trinity - Cray XC40, Xeon E5-2698v3 16C 2.3GHz, Intel Xeon Phi 7250 68C 1.4GHz,
Aries interconnect
Cray Inc.

#8

Al Bridging Cloud Infrastructure (ABCI) - PRIMERGY CX2570 M4, Xeon Gold 6148 20C
2.4GHz, NVIDIA Tesla V100 SXM2, Infiniband EDR
Fujitsu

#9

SuperMUC-NG - ThinkSystem SD650, Xeon Platinum 8174 24C 3.1GHz, Intel OPA
Lenovo

#10

Lassen - IBM Power System S922LC, IBM POWER9 22C 3.1GHz, Dual-rail Mellanox
EDR Infiniband, NVIDIA Tesla V100
IBM / NVIDIA / Mellanox

WWW.mcomputers.cz


https://www.top500.org/
https://www.top500.org/system/179397
https://www.top500.org/system/179398
https://www.top500.org/system/178764
https://www.top500.org/system/177999
https://www.top500.org/system/179607
https://www.top500.org/system/177824
https://www.top500.org/system/178610
https://www.top500.org/system/179393
https://www.top500.org/system/179566
https://www.top500.org/system/179567
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Amdahluv zakon

* jaké bude celkové zrychleni systému poté, co zrychlime jednu jeho cast?
* vyplati se investovat to vykonnéjsiho stroje (vice procesoru), nebo travit ¢as nad optimalizaci algoritmu?

Amdahl's Law

1 20 -1~~~ T~ -===r .
Slatency (s) = o P ‘

(1 _ p) + B // Parallel portion
S 16 / 50%
/A I R B R 75%
Siatency - teoretické celkové zrychleni vypocCtu dane ulohy 14 / I
.. . L s © /
cast, kterou nezrychlujeme -- sériova cast 3 10 {-—ddee 2 ) W
&

| hw architektura / algoritmus 6

|
| -

p ... Cast, kterou je mozné urychlit/optimalizovat, paralelni ¢dst
s ... kolikrat tuto cast urychlime

e
---------------
-
aan®

128
256
512
1024
2048
8192
16384
32768
65536

4096

Number of processors

Zjednoduseny priklad: Vypocet bézici na jednoprocesorovém serveru obsahuje 75% paralelizovatelné Casti.
Kolikrat se vypocet celkové zrychli pokud jej provedeme na dvou-, Ctyr-, osmi- a Sestnactiprocesorovém serveru?

a) 2-CPU serveru — 1,6x b) 4-CPU — 2,3x c) 8-CPU — 2,9x d) 16-CPU — 3,4x

Www.mcomputers.cz



https://en.wikipedia.org/wiki/Amdahl%27s_law

Porovnani NVIDIA GPU akceleratoru

PARAMETRY

Architektura

# CUDA jader
# Tensor jader
FP64 (TFlops)
FP32 (TFlops)
Tensor (TFlops)
GPU pamét

Paméti
Propustnost pameéti

ECC paméti
Max. prikon
Provedeni

Pro datacentra

Oznameni

Listova cena

e

GEFORCE RTX

2080TI

Turing
4 352
544
0,4
13,4
107,6
11 GB

GDDR6
616 GB /s

neni
250 W

PCle gen3

TITAN RTX

Turing
4 608
576
0,5
16,3
130
24 GB

GDDR®6
672GB /s

neni
280 W

PCle gen3

2018

1249 USD

2018

2 499 USD

o >

QUADRO RTX 5000

Turing
3072
384
0,4
11,2
89,2
16 GB

GDDR®6
448 GB /s

ECC
265 W
PCle gen3
Ano

2018

2 809 USD

QUADRO RTX 6000

/ 8000
Turing

4 608
576
0,5
16,3
130

@D

GDDR6
624 GB /s

ECC
295 W
PCle gen3
Ano

2018

5949 /8269 USD

Www.mcomputers.cz

TESLA T4

Turing
2 560
320
0,25
8,1
65
16 GB

GDDR6
300GB /s

ECC

PCle gen3
Ano

2018

2 909 USD

Novinka
T\E/i;% SV ;2&/ TESLA V100 SXM2 A100
Volta Volta Ampere
5120 5120 6912
640 640 432
< 7/82 7,8 97 >
14 /16,4 15,7 19,5
112 /130 125 312
32 GB 32 GB 40 GB
< HBM2 HBM?2 HBM2 >
i’olgfz/; /ﬁ 900 GB /s 1,5 TB/s
ECC ECC ECC
250 W 300 W 400 W
Pclegens < SxM2 S
Ano Ano Ano
2017 / 2019 2017 2020
11 839 USD 11 839 USD soucast systému
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Porovnani vykonnosti A100 vs. V100

V100 A100 A100 5par5itr1 A100 Speedup A100 Speedup with Sparsity

A100 FP16 vs_ V100 FP16 31.4 TFLOPS 76 TFLOPS N/A 2.9% N/A
A100 FP16 TC vs_ V100 FP16 TC 125 TFLOPS 312 TFLOPS 624 TFLOPS 2.9% 2%
A100 BF16 TC vs V100 FP16 TC 125 TFLOPS 312 TFLOPS 624 TFLOPS 2.9% 2X
A100 FP32 vs_ V100 FP32 15.7 TFLOPS 12.5 TFLOPS N/A 1.25% N/A
A100 TF32 TC vs. V100 FP32 15.7 TFLOPS 126 TFLOPS 312 TFLOPS 10x 20x

A100 FP64 vs_ V100 FP64 7.8 TFLOPS 9.7 TFLOPS N/A 1.25x N/A

A100 FP&64 TC vs. V100 FP64 7.6 TFLOPS 192.5 TFLOPS N/A 2.9% N/A
A100 INT8 TC vs_ V100 INTS 62 TOPS 624 TOPS 1248 TOPS 10x 20x

A100 INTATC N/A 1248 TOPS 24956 TOPS N/A N/A

A100 Binary TC N/A 4992 TOPS N/A N/A N/A

Table 2. A100 speedup over V100 [TC=Tensor Core, GPUs at respective clock speeds)/.

1] Effective TOFS / TFLOFS using the new Sparsity feature

Www.mcomputers.cz



POROVNANI VYKONNOSTI CPU (INTEL) A GP GPU (NVIDIA)
FP32 (SINGLE PRECISSION) A FP64 (DOUBLE) VYPOCTY LOGARITMICKA OSA

RPEAK / GFLOPS
l-'.
100 000 e

~ < A100

v1o00 Titan HPC-’-""

o e ST

51070 ® &

53?*'.'3/'— . ® E7-880v4 8180 8280 o

1000 E7-8890v2

E7-8780
.
X5570
100
X5365
10

1 ROK

2006 2008 2010 2012 2014 2016 2018 2020
—e— GP GPU SP (32-bit) e— GP GPU DP (64-bit) CPU SP (32-bit) —e— CPU DP (64-bit)
— @ = GPU DP (64-bit) Tensor — ® =GPGPUSP (32-bit) TF32  «+-:M++ GP GP SP (32-bit) TF Sparcity
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NVIDIA akceleratory pro datova centra

NVIDIA End User Licence Agreement (EULA) pro GeForce GTX a RTX herni karty:

http://www.nvidia.com/content/DriverDownload-March2009/licence.php?lang=us&type=GeForce

2.1.3 Limitations.

No Modification or Reverse Engineering. Customer may not modify (except as provided in Section 2.1.2), reverse engineer,
decompile, or disassemble the SOFTWARE, nor attempt in any other manner to obtain the source code.

Mo Separation of Components. The SOFTWARE is licensed as a single product. Its component parts may not be separated for use on
more than one computer, nor otherwise used separately from the other parts.

Mo Sublicensing or Distribution. Customer may not sell, rent, sublicense, distribute or transfer the SOFTWARE; or use the

SOFTWARE for public performance or broadcast-arprovidecemmersiabhostinoservices with the SOFTWARE.

Mo Datacenter Deployment. The SOFTWARE is not licensed for datacenter deployment, except that blockchain processing in a
datacenter is permitted.

NVIDIA Tesla a Quadro karty jsou ucCeny pro datova centra:
« neporusuji NVIDIA EULA

o 24x7 provoz

« optimalizovany design pro datova centra -- chlazeni

« ECC zabezpeceni paméti

e Multi-GPU (NVLInk)

« zaruka na karty

WWW.mcomputers.cz
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http://www.nvidia.com/content/DriverDownload-March2009/licence.php?lang=us&type=GeForce
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NVIDIA A100 e

Warp Scheduler (32 thread/clk) Warp Scheduler (32 thread/clk)
Dispatch Unit (32 thread/clk) Dispatch Unit (32 thread/clk)

NVIDIA A100 se 108 SM jednotkami Registe il 16,354 x 321 Registor Fil 16,384 x 3251

INT32 INT32 FP32 FP32 FP64 INT32 INT32 FP32 FP32 FP64

INT32 INT32 FP32 FP32 FP64 INT32 INT32 |[FP32 FP32 FP64
PCI Express 4.0 Host Interface

GigaThread Engine with MIG Control i INT32 INT32 FP32/[FP32  FP64 INT32 INT32 |FP32 FP32  FP64

TPC TPC
M M

INT32 INT32 FP32 FP32  FP64 INT32 INT32 |FP32 FP32  FP64
TENSOR CORE TENSOR CORE

INT32 INT32 FP32 FP32  FP64 INT32 INT32 |FP32 FP32  FP64

INT32 INT32 FP32 FP32  FP64 INT32 INT32 |FP32 FP32  FP64

INT32 INT32 FP32 FP32  FP64 INT32 INT32 |FP32 FP32  FP64

INT32 INT32 FP32 FP32  FP64 INT32 INT32 |FP32 FP32  FP64

Lb/ LD/ LD/ LD/ LD/ LD/ LD/ LD/ SFU Lb/ LD/ LD/ LD/ LD/ LD/ LD/ LD/ SFU
ST ST ST ST ST ST ST ST ST ST ST ST ST ST ST ST

LO Instruction Cache LO Instruction Cache
Warp Scheduler (32 thread/clk) Warp Scheduler (32 thread/clk)
Dispatch Unit (32 thread/clk) Dispatch Unit (32 thread/clk)

Register File (16,384 x 32-bit) Register File (16,384 x 32-bit)
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INT32 INT32 FP32 FP32 FP64 INT32 INT32 FP32 FP32 FP64
INT32 INT32 [FP32 FP32 FP64 INT32 INT32 FP32 FP32 FP64
INT32 INT32 [FP32 FP32 FP64 INT32 INT32 FP32 FP32 FP64
INT32 INT32 FP32 FP32 FP64 INT32 INT32 [FP32 FP32 FP64

TENSOR CORE TENSOR CORE
INT32 INT32 FP32 FP32 FP64 INT32 INT32 FP32 FP32 FP64

Memory Controller

INT32 INT32 FP32 FP32 FP64 INT32INT32 FP32 FP32 FP64

13jjo3u0 Aiowspy | Jajjonuod Aowapy

Memory Controller

INT32 INT32 FP32 FP32 FP64 INT32 INT32 FP32 FP32 FP64

INT32 INT32 [FP32 FP32 FP64 INT32INT32 FP32 FP32 FP64

NVEInk NVEIK v | LD LD/ LD/ LD/ | LD/ LDF | LD Lo/ Lo/ | Lb/ | LD/ LD/ LD/ LD/

ST ST ST ST ST ST ST ST SFU ST ST ST ST ST ST ST

192KB L1 Data Cache / Shared Memory

Celkem 6 912x FP32, 432x tensor jader

Streaming Multiprocessor (SM) jednotka:
64x FP32 jader, 4x tensor jadra

WWW.mcomputers.cz
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NVIDIA DGX A100

9x Mellanox ConnectX-6 200Gb/s Network Interface

WWW.mcomputers.cz
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CUDA HCP software stack

Geoscience,
seismology
and Energy

Computational Molecular Life Sciences and Computational Weather and
Physics Dynamics Bioinformatics Fluid Dynamics Climate

Mumerical Electronic Design

Fublic Good
Analytics Autamation

NVIDIA HPC SDK

Standard Languages

Scientists and Researchers Application Developers Educators and Facilitators IT Support and Devops

O O O
ACA ) (N )

WWW.mcomputers.cz


https://developer.nvidia.com/hpc

[l computers®

CUDA Al software stack

FRAMEWORKS CLOUD ML SERVICES DEPLOYMENT

AWS Amazon Google

> i
4 PaddlePaddle accenture <3 sageMaker Cloud ML AWS Aeem B

Microsoft
T TensorFlow Arice Mo Uscing @ databricks ¥ TensorFlow Serving

ML DL TRAIN DL INFERENCE
CUDA-X Al

 —

vtlea]n, - Hewlett Packard
CISCO DELLEMC  Enterprise

Www.mcomputers.cz



CUDA kni

Math Libraries

cuBLAS cuFFT CUDA Math Library

GPU-accelerated basic linear algebra [BLAS] library GPU-accelerated library for Fast Fourier Transforms GPU-accelerated standard mathematical function library

cuRAND cuSOLVER cuSPARSE

GPU-accelerated random number generation (RNG) GPU-accelerated dense and sparse direct solvers GPU-accelerated BLAS for sparse matrices

cuTENSOR Kivigh

GPU-accelerated tensor linear algebra library GPU-accelerated linear solvers for simulations and implicit unstructured methods

Deep Learning Libraries

TensorRT

Cadell

-

cuDNN

GPU-accelerated library of primitives for deep neural GPU-accelerated neural network inference library for
networks building deep learning applications

Image and Video Processing Libraries

NVIDIA Codec SDK

nvJPEG NVIDIA Performance Primitives

High-performance APIs and tools for hardware accelerated
video encode and decode

GPU-accelerated library for JPEG encoding and decoding GPU-accelerated library for image and signal processing

DeepStream SDK

Advanced GPU-accelerated video inference library

WWW.mcomputers.cz



https://developer.nvidia.com/gpu-accelerated-libraries#linear-algebra
https://developer.nvidia.com/gpu-accelerated-libraries#parallel-alg
https://developer.nvidia.com/gpu-accelerated-libraries#signal
https://developer.nvidia.com/gpu-accelerated-libraries#comm
https://developer.nvidia.com/gpu-accelerated-libraries#deep-learning
https://developer.nvidia.com/gpu-accelerated-libraries

NVIDIA CUDA

Priklady a zrychleni CUDA vypoctu:

CPU GPU
import numpy as np import cupy as cp
x = np.random.randn (10000000) .astype (np.float32) x = cp.random.randn (10000000) .astype (cp.float32)
y = np.random.randn (10000000) .astype (np.float32) y = cp.random.randn (10000000) .astype (cp.float32)
z = X + vy z =Xty
Stimeit Ttimeit
9.53 ms * 3.64 ps per loop .. 314 ps + 93.1 ps per loop ..
30x zrychleni

zdroj: https://www.youtube.com/watch?v=C04ifMknS84

 pro dostatecne velke ulohy, kde se uplatni paralelizmus, presun dat CPU <-> GPU
* pouzivat spravné presnost — fp32, int16, ... pokud fp64 neni nutné
« efektivne vyuzivat pamet GP GPU

Www.mcomputers.cz


https://courses.nvidia.com/courses/course-v1:DLI+C-AC-02+V1/about
https://developer.nvidia.com/how-to-cuda-python
https://www.youtube.com/watch?v=CO4ifMknS84

Jak CUDA vypocet nad GPU funguje?

Main

Memory 1 CPU

Copy processing data

[Instruct the prucessing)

4
Copy the result]

Memory
for GPU

GPU
(GeForce 8800)

in each core

[ Execute parallel ]

Processing flow
on CUDA

WWW.mcomputers.cz


https://en.wikipedia.org/wiki/CUDA
https://en.wikipedia.org/wiki/CUDA

Aplikace na akcelerovanych systemech

https://www.nvidia.com/content/intersect-360-HPC-application-support.pdf
https://www.nvidia.com/en-us/gpu-accelerated-applications/

https://developer.nvidia.com/hpc-application-performance

1XV100
1X CPU 1%

20 30 40

L
—
L]

Performance Mormsalized to CPU

32X Faster Training Throughput than a CPU

01020304032X1XPerformance Normalized to CPU1X V1001X CPU

ResNet-50 training, dataset: ImageNet2012, BS=256 | NVIDIA V100 comparison: NVIDIA
DGX-2™ server, 1x V100 SXM3-32GB, MXNet 1.5.1, container=19.11-py3, mixed precision,
throughput: 1,525 images/sec | Intel comparison: Supermicro SYS-1029GQ-TRT, 1 socket
Intel Gold 6240@2GHz/3.9Hz Turbo, Tensorflow 0.18, FP32 (only precision available),
throughput: 48 images/sec

WWW.mcomputers.cz


https://nvidianews.nvidia.com/news/nvidia-brings-cuda-to-arm-enabling-new-path-to-exascale-supercomputing
https://www.nvidia.com/content/intersect-360-HPC-application-support.pdf
https://www.nvidia.com/en-us/gpu-accelerated-applications/
https://developer.nvidia.com/hpc-application-performance

DGX A100 PERFORMANCE

1289 688B Graph
Sequences/s 10 PetaOPS Edges/s

216
Sequences/s
52B Graph
Edges/s
2 D% -
8x V100 DGX A100
CPU Server DGX A100 CPU Cluster® DGX A100*
FP32 TF32
Training Inference Analytics
NLP: BERT-Large Peak Compute PageRank
BERT Pre-Training Throughput using PyTorch including (2/3)Phase |
and {1/3)Phase 2 | Phase | Seq Len = 128, Phase 2 Seq Len = 512 CPU Server: 2x Intel Platinum 8280 using INT8 3000x CPU Servers vs. 4x DGX A100
VI00: DGX-1 Server with 8x V100 using FP32 precision DGX A100: DGX A100 with 8x A100 using INT8 Published Common Crawl Data Set:
DGX AT100: DGX AT100 with 8x A100 using TF32 precision with Structural Sparsity 1288 Edges, 2.6TB Graph 17

WWW.mcomputers.cz



Edge vypocty — NVIDIA Jetson

PARAMETR

Al wykion

GPU

Pocet Tensor jader

CPU

Pamét

UloZiste

Maximalni pfikon

Wi-fi

Konektor

Uvedeni na trh

JETS0ON NANO

0.47 TFLOPs

128-core Maxwell

Quad-Core ARM
Cortex-A57

4 GB

16 GB

2/ 10W

Me

&F.6 mm = 45 mm
260-pin 50-DIMM

connector

brezen 2019

JETSON TX2

1,3 TFLOPs

256-core Pascal

Dual-Core NVIDIA
Denver 2 CPU a Quad-

Core ARM Cortex-AS/7

4GB/ 8 GE

16 GB / 32 GB

£ 15W

MNe / Ano

B7 mm = 50 mm

400-pin connector

brezen 2017

JETSON TX2I

1,3 TFLOPs

256-core Pascal

Dual-Core NVIDIA
Denver 2 CPU a Quad-
Core ARM Cortex-
AS763

B GE

32 GB

10/ 20W

Me

B7 mm = 50 mm

400-pin connector

bfezen 2017

https://courses.nvidia.com/courses/course-v1:DLI+C-RX-02+V1/about

XAVIER NX

14 7 21 TOPs

384-core Volta

48

&-core NVIDIA Carmel
ARM v8.2 &64-bit CPU

6MEB L2 + AMB L3

BGE

16 GB

10/15W

Me

&9.6 mm = 45 mm
260-pin 50-DIMM

connector

brfezen 2020

AGX XAVIER 8GB

20 TOPs

384-core Volta

48

&-core NVIDIA Carmel
Arm v8.2 &4-bit CPLU

6MB L2 + 4MB L3

B GE

32 GB

10/ 20W

Me

100 mm = B mm

&99-pin connector

prosinec 2018

AGX XAVIER

32 TOPs

512-core Volta

&4

B-core NVIDIA Carmel
Arm v8.2 64-bit CPU

8MB L2 + 4MB L3

32 GE

32 LB

10/15/30W

Me

100 mm = 87 mm

699-pin connector

prosinec 2018

Www.mcomputers.cz




Getting Started with Al on Jetson Nano

You'll learn how to:

*Set up your Jetson Nano and camera

*Collect image data for classification models

*Annotate image data for regression models

*Train a neural network on your data to create your own models
*Run inference on the Jetson Nano with the models you create

https://courses.nvidia.com/courses/course-v1:DLI+C-RX-02+V1/about

https://courses.nvidia.com/courses/course-v1:DLI+C-RX-02+V1/about

WWW.mcomputers.cz


https://courses.nvidia.com/courses/course-v1:DLI+C-RX-02+V1/about

Y] computers®

Podpora CUDA na arm platforme

NVIDIA GPU Accelerated Computing Platform On ARM
Optimized CUDA-X HPC & Al Software Stack

CUDA, Development Tools and Compilers

CUDA on ARM Beta available

Production Release in Q1/Q2 CY2020

Aktualne je CUDA podporovana na NVIDIA akceleratorech a procesorech:
* X86 (Intel, AMD)

 |BM POWER

« ARM

Www.mcomputers.cz


https://nvidianews.nvidia.com/news/nvidia-brings-cuda-to-arm-enabling-new-path-to-exascale-supercomputing

N . .00
Existuji jine moznosti nez NVIDIA karty + CUDA?

Hardware: Software:
« NVIDIA Tesla T4, V100, A100* « NVIDIA CUDA

 AMD MI50, MI100*  OpenCL
* Google TPU (Tensor Processing Unit) « AMD ROCm
« Graphcore IPU (Inteligent Processing Unit) * |Intel OneAPI

« Huawel Ascend 310, 910
 FPGA karty (Xilinx, Intel)

e |ntel:

« Xeon (CPU!) pro Al inference
 akvizice Nervana
 akvizice Habana Labs
 akvizice Movidius

« akvizice Altera (FPGA)

« X®—nove diskréetni GP GPU
« Carrebra wafer scale engine | |
° KvantOVé pOél’taée " Carrebra wafer scale engine vs NVIDIA Tesla V100

WWW.mcomputers.cz

« Huawel MindSpore
« Graphcore Poplar




Y] computers®
NVIDIA webinare ELITE

PARTNER

NVIDIA.

20. kvétna 2020, 15:00: Uvod do akcelerovanych vypodtd

21. kvetna 2020, 9:00: Novinky NVIDIA, architektura Ampere

27. kvetna 2020, 15:00: Novinky NVIDIA, architektura Ampere (stejny obsah jako 21. kvétna)
3. cervna 2020, 15:00: NVIDIA GPU Cloud (NGC) prakticky

9. Cervna 2020, 15:00: Do nitra NVIDIA A100 a DGX A100

Tyto webinare jsou zdarma, staci se jen zregistrovat vyse uvedenych odkazech nebo na strance
https.//www.mcomputers.cz/webinare,” doplnuje.

Www.mcomputers.cz


https://us02web.zoom.us/webinar/register/9515899764376/WN_rKdhahe2T5emkeqfBrFeaw
https://us02web.zoom.us/webinar/register/1015899765116/WN_B4CPXtfmQ72pEjp7kf8sKA
https://us02web.zoom.us/webinar/register/6815899765706/WN_LAVxcdNARmWzabqXp76p7w
https://us02web.zoom.us/webinar/register/7115899766756/WN_YkLy2RATReSIRSnTnR6DUA
https://us02web.zoom.us/webinar/register/9815899239796/WN_ZS34IzWDStSFwruy8loFBA
https://www.mcomputers.cz/webinare
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Uvod do akcelerovanych vypoéto jl)\‘f )
Petr Plodik, M Computers

petr.plodik@mcomputers.cz




