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» NVIDIA GPU Cloud (NGC)

* CojeNGC
 Docker images a kontejnery
 Obsah a struktura NGC

* Propojeni s DGX serverem <D
* Prace s kontejnery NGC

NVIDIA.
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VCO JE NVIDIA GPU CLOUD (NGC) [l computers

* NGC je centralni ulozisté softwaru optimalizovaného pro
GPU

* Obsahuje mesicnée aktualizované a odladéné baliky SW,
které jsou rovnou pripravené k praci

 Odpada nutnost pripravy a ladéni prostredi, uzivatelé
(védci ¢i vyzkumnici) se mohou bez prodleni vénovat své
praci a nemusi resit dlouhé instalace, aktualizace

* NGC umoznuje také ukladani vlastnich kontejneru a jejich
sdileni v tymech



. o 4

SIMPLIFY
DEVELOPMENT
NGC Catalog
Containers Models Helm Charts
o
@ e 2]

| Build | Customize | Integrate I

< NVIDIA.NGC

MANAGE & SECURE
APPLICATIONS

NGC Private Registry

Lifecycle
Management

Access Scanning, Signing,
Control Encryption

Manage | Secure | Share

[Y] computers®

DEPLOY
ANYWHERE

NGC-Ready

On Premises Cloud Edge

O A

l Certified | Hybrid | Supported




v [ computers’

* NVIDIA GPU Cloud (NGC)
e Coje NGC

Docker images a kontejnery
* Obsah a struktura NGC

* Propojeni s DGX serverem <D
* Prace s kontejnery NGC

NVIDIA.
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VDGX SOFTWARE STACK [Y]l computers

CONTAINERIZED APPLICATION

* Docker image:

APPLICATIONS
DEEP LEARNING SDK
CUDA TOOLKIT

» File-systém vytvoreny
developerem

MAPPED NVIDIA DRIVER
CONTAINER 0S

» Spusténim se z ni stava
bézici kontejner

> MUze zUstat nezméneéna
i po smazani kontejneru

CONTAINERIZATION TOOL

+ « - DOCKER ENGINE UTILITY FOR NVIDIA GPUS
- - DOCKER ENGINE

 Kontejner:

vV v/

> Je bézici instanci docker
Image

-+ NVIDIA DRIVER
* = HOSTO0S

DGX SOFTWARE STACK
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VVYHODY POUZIVANI DOCKER KONTEJNERU [¥] computers

* Nevirtualizujeme cely operacni systém, ale aplikace

* Kontejnery muzeme presouvat na jiny HW bez nutnosti
ladéni OS

* Nejsme omezeni architekturou HW (x86, Arm i Power)
 Zjedné image je mozné v OS spustit vice kontejneru

* Dle potreby vykonu je mozné kontejnery spoustéet s
prirazenym rtiznym poctem GPU
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NVIDIA Certified Systems for Al & ML

NGC-Ready Servers and Workstations
acer Apama™ NSReck Global and Regional Public Clouds
TEms Rack
BW Microsoft

Y, — Ate®S 'é'l's'ég' Rasy (_) BQEE aw% 2 Google Cloud BB Azure

DULEMC  FUJITSU  GIGABYTE  H3C Workload
Portability ORACLE s @ @ Yandex Cloud

[ —— ]
e ard 'nSPU" mitac & Cloud Infrastructure OVH.com
i Tencent Cloud

MNetApp  SQcCT (mmm. T™YANG

NGC Ready Systems: https://docs.nvidia.com/ngc/ngc-ready-systems/index.html
NGC a cloudové sluzby: https://docs.nvidia.com/ngc/index.html



https://docs.nvidia.com/ngc/ngc-ready-systems/index.html
https://docs.nvidia.com/ngc/index.html
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VVYHODY KONTEJNERU Z NGC Y] computers

* Jednotlivé kontejnery jsou neustale aktualizovany
» Stale pribyvaji dalsi kontejnery s novymi aplikacemi

» Aktualizace kontejneru, OS i ovladacu probiha nezavisle na
sobé

 Muzeme si vytvaret vlastni kontejnery a sdilet je

e S aktualizacemi SW v NGC vyrazne roste vykon aplikaci na
stejném HW - viz prakticka ukazka na konci
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PERFORMANCE GAINS ACROSS

FRAMEWORKS
1.25x
1.20x
1.15x
1.10x
1.05x
1.00x
0.95x . . .
TensorFlow PyTorch MxNet

#v19.03 =v20.03

512 Batch Size for TF & PyT, 256 Batch size for MxNet | ResNet-50 Training v1.5| 16x V100 | DGX-2
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9X MORE PERFORMANCE IN 4 YEARS

Beyond Moore’s Law With Full Stack Innovation

Throughput Speedup
AMBER
Chroma
GROMACS
MILC
NAMD
Pytorch
Quantum Espresso
Random Forest
TensorFlow
VASP

P100 (2016) V100 (2017) V100 (2018) V100 (2019) A100 (2020)

Geometric Mean of application speedups vs. P100 : Benchmark Application: Amber [PME-Cellulose_NVE], Chroma [szsci21_24_128], GROMACS [ADH Dodec], MILC [Apex Medium], NAMD [stmv_nve_cuda), PyTorch (BERT Large
Fine Tuner], Quantum Espresso [AUSURF112-jR]; Random Forest FP32 [make_blobs (160000 x 64 : 10)], Tensorflow [ResNet-50], VASP 6 [Si Huge], |GPU node: with dual-socket CPUs with 4x P100, V100, or A100 GPUs.
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* NVIDIA GPU Cloud (NGC)
e Coje NGC
 Docker images a kontejnery

e (Obsah a struktura NGC

* Propojeni s DGX serverem <D
* Prace s kontejnery NGC

NVIDIA.
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valHLASENl DO NGC [¥] computers

https://ngc.nvidia.com

* Kontejnery, modely a skripty jsou pristupné i bez
prihlaseni

» Ulet je potieba pro sparovani s konkrétnim DGX zafizenim
a pro pripadnou spravu tymu a uzivatelt administratorem

* Firemni UcCet je zalozen pri zakoupeni podpory pro DGX
server a admin Uctu muze spravovat dalsi uzivatele


https://ngc.nvidia.com/
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wNVIDIA GPU CLOUD - PRIHLASENI [¥] computers

* Pri kazdém prihlaseni si

uzivatel si muze vybrat mezi
S individualnim, tymovym
nebo firemnim uctem

you to share registries and resources with
colleagues.

<X NVIDIA.NGC

* Tato moznost se vyuziva pri
sdileni vlastnich kontejneru

* Po pfihlageni firemnim
uctem je mozné nasledné
prepinani mezi tymy

visudxgdcfup
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VNVIDIA GPU CLOUD — KDE CO HLEDAT ¥l computers

VA" A 4

e Zalozky v horni casti slouzi pro volbu kontejneru, modelu
a skriptu

* Vlevém menu pak muzeme vybirat mezi kontejnery
NVIDIA, vlastnimi €i tymovymi

* Administrator ma vlevo navic jesté moznost pro spravu
uzivatell a tymu
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* Polozka ,Setup” v submenu uzivatele nabizi:

1. moznost generovat API klic pro parovani NGC uctu s
DGX serverem

2. instalaci NGC CLI — nastroj pro management obsahu
NGC — k dispozici verze pro Windows, Linux i MacOS
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 Kontejnery jsou rozdéleny do skupin dle oblasti pouziti,
nékteré kontejnery jsou zarazeny do vice skupin

e K dispozici je také vyhledavani, filtrovani, prepinani mezi
nahledy a radkovym vypisem

* Jak vypada konkrétni kontejner v NGC si ukazeme primo
na jednom z nich
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* Jednotna struktura informaci pro kazdy kontejner

K dispozici je nejen posledni verze, ale také vsechny
predchozi. RozliSovani verze (znacena jako TAG) je
dulezité pri stahovani a spousténi kontejneru

* V popisu najdeme také celé prikazy pro stazeni (Pull
Command) i spousténi kontejneru (velikost udavana
v NGC se lisi od velikosti stazené image):

* Nechybi ani odkazy na stranky a dokumentaci kazdéeho
kontejneru



PRIKLAD HLAVICKY KONTEJNERU

DIGITS

<X

NVIDIA.

Publisher Built By Latest Tag Modified Size
NVIDIA NVIDIA 19.07-tensorflow July 31, 2019 3.27 GB

Description

The NVIDIA Deep Learning GPU Training System (DIGITS) puts the power of deep learning into the hands of engineers and
data scientists.

Labels

[ Deep Learning H Training ]

docker pull nvcr.lofnvidia/digits:19.07-tensorflow 0




PRIKLAD HLAVICKY KONTEJNERU

CANDLE

CANDLE

Publisher Built By Latest Tag Modified Size
Open Source NIH 20180326 December 4, 2... 1.52 GB

Description

The CANDLE project is focused on facilitating cancer research with deep learning. The CANDLE software allows deep
learning workflows to be deployed at large scale supercomputers.

Labels

[ HPC H High Performance Computing

docker pull nvcr.io/hpc/candle:20180326 0
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* NVIDIA GPU Cloud (NGC)
e Coje NGC
 Docker images a kontejnery
 Obsah a struktura NGC

* Propojeni s DGX serverem

* Prace s kontejnery NGC




v ®
QPP i M computers

* Pro pouziti sluzby NGC prostrednictvim klienta Docker je
nutné vygenerovat vlastni klic API

» Kdokoliv s timto klicem API (na ruznych zarizenich DGX)
ma pristup ke vsem sluzbam, akcim a prostredkim vasim
jménem

* APIkliC je zobrazen pouze jednou ihned po jeho
vygenerovani

* APIKIiC je ale mozné v NGC vygenerovat kdykoliv znovu
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NGC CLI

ngc config set

Docker™ [&*

For the username, enter '$oauthtoken' exactly as shown. It is a special authentication token for all users.

$ docker login nvcr.io

Username: Socauthtoken

Password: MTZnNmJwaTBmc20zalpvb2NiaDASZDVXAWYEZGRKZJUANTctZThiNCO0YzdkLThJNWMEtMTc40TglZTdhMjh]j

API Key generated successfully. This is the only time your API Key will be displayed. Keep your API Key secret.
Do not share it or store it in a place where others can see or copy it.

API Eey: MTZnNmJwaTBmc20zalZpvb2NiaDASZDVAWYOZGRKZJUANTCtZThiNCO0YzdkLThjNWMtMTc40Tgl ZTdhMjhij
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* NVIDIA GPU Cloud (NGC)
e Coje NGC
NVIDIA.

 Docker images a kontejnery
* Obsah a struktura NGC
* Propojeni s DGX serverem

* Prace s kontejnery NGC
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 NVIDIA Container Runtime for Docker je vylepseny nastroj, ktery
umoznuje Dockeru vyuzivat GPU akceleratory a GPU-
akcelerované containery. Novy runtime nahrazuje puvodni
,Docker Engine Utility for NVIDIA GPUs"

* Neékteré aplikace (napr. Kubernetes, nebo CUDA 10 NGC
containery) jiz vyzaduji novy runtime.

* Docker Engine Utility for NVIDIA GPUs je implementovan do
instalacniho baliku nvidia-docker. Pro upgrade prostredi systému
DGX k pouzivani NVIDIA Container Runtime for Docker musi byt
instalovan balik nvidia-docker?2.
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Mame pripraven docker?

S sudo nvidia-docker run hello-world

V 4

Pokud se dockame spusteni kontejneru a vypsani hlasky
,Hello from Docker!”, znamena to, Zze muzeme zacit
pracovat s docker kontejnery



wDOCKER — ZAKLADNI PRIKAZY

[Y] computers®

Zakladni prikazy pro praci s docker images a kontejnery

Uy U U U

docker
docker
docker
docker
docker

run
PS

ps —a
images
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 Kontejner je mozné spustit s parametrem pro odstranéni
kontejneru po jeho vypnuti: ——rm

* \ypnuty kontejner spustény bez parametru ——rm zUstane
stale k dispozici a je mozné se do tohoto kontejneru vratit:

S sudo docker container start —-i <ContainerID>

Do béziciho kontejneru je mozné se vratit (napr. po rozpadnuti
SSH spojeni):

S docker exec —-it <container name> /bin/bash
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Nyni néco malo v praxi
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* Prakticke ukazk

 GPU P2P Bandwith Latency Test
 TensorFlow ResNet-50
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 GPU P2P Bandwith Latency Test je soucasti balicku cuda-samples
e Je vhodnym nastrojem pro kontrolu P2P spojeni GPU

e \lystup testu je mozné porovnat také s prikazem
S nvidia-smi topo -m

* Pred testovanim i béhem testu je mozné v dalsich oknech sledovat zmény
pomoci prikazu:

S watch -n 0.1 nvidia-smi
S nvidia-smi nvlink —-g O
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1. Stazeni kontejneru:
S docker pull nvcr.io/nvidia/cuda:10.2-devel

2. Spusténi CUDA kontejneru:
S nvidia-docker run --rm -it
nvcr.io/nvidia/cuda:10.2-devel

3. Stazeni a instalace CUDA samples uvnitr kontejneru:
S apt update && apt install cuda-samples-10-2

4. Spusteni testu p2pBandwidthlLatency:
S cd
/usr/local/cuda/samples/1 Utilities/p2pBandwidth
LatencyTest && make -7 24 &&
./p2pBandwidthLatencyTest
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Spusténi kontejneru na vsech, dvou nebo 3 GPU:

S nvidia-docker run --rm -1t
nvcr.io/nvidia/cuda:10.2-devel

S NV _GPU=0,1 nvidia-docker run —--rm -it
nvcr.io/nvidia/cuda:10.2-devel

S NV _GPU=0,1,2 nvidia-docker run --rm -1it
nvcr.io/nvidia/cuda:10.2-devel
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P2P Connectivity Matrix
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P2P Connectivity Matrix :~% sudo nvidia-smi nvlink -g @
D\D a 1 @: Tesla V10€-DGXS-3 1 GPU-6
o 1 n ink @: ) e
1 1 n ink 1: Rx@8: € ] ; e

i ) i vk - »
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P2P Connectivity Matrix :~% sudo nvidia-smi nvlink -
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* Praktické ukazky
 GPU P2P Bandwith Latency Test

e TensorFlow ResNet-50
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* ResNet-50 je soucasti kontejneru TensorFlow

* Pritomto testu budeme sledovat v jednom okné vytizeni GPU:
S watch -n 0.1 nvidia-smi

* V druhém okné muzeme sledovat, zda probiha komunikace mezi
GPU pres NVLink:

S sudo nvidia-smi nvlink —-sc Obz (counter
reset)
S sudo watch -n 0.1 nvidia-smi nvlink —-g O
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1. Stazeni kontejneru:
S docker pull nvcr.io/nvidia/tensorflow:19.01-
py3

2. Spusténi kontejneru:
S nvidia-docker run --rm -it
nvcr.io/nvidia/tensorflow:19.01-py3

3. Spusténi testu v kontejneru:

S mpiexec --allow-run-as-root —--bind-to socket -
np 4 python /opt/tensorflow/nvidia-
examples/cnn/resnet.py —--layers=50 —--
precision=fplo —--batch size=512



TensorFlow:19.01-py3
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* Test provedeny na DGX Station 3.6.2020:

TensorFlow:20.02-tf1-py3

Img/se
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5663.
4213

OO OO OO IODN WM

RESNET-50 TRAINING PERFORMANCE (2020)

Loss
.836
.179
.011
.001
.000
.000
.000
.000
.000

Vysledek dosazeny v kontejneru o 13 mésicl novéjsim
je vyssi o vice nez 50%.

[Y] computers®

LI HCN T
. N pr o

O OO OO
OO OO OO ==



®
wRESNET-SO TRAINING PERFORMANCE (2019) Ll computers

* MuZeme porovnat hodnotu Img/sec na DGX Station

se 4 GPU a DGX-2s 16 GPU

DGX Station (4xV100 PCle + NVLink Bridge):
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DGX-2 (16x V100 SXM2 + NVSW|tch)

Vysledek dosazeny na DGX-2 je d|ky NVSW|tch| VySS

nez jen 4nasobek vykonu na DGX Station
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Dekujeme Vam za pozornost



