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Grace Blackwell
MGX Node

NVLink  Switch Quantum Switch Spectrum -X Switch

Chips Purpose -Built for AI Supercomputing

GPU  |  CPU  |  DPU  |  NIC  |  NVLink  Switch  |  IB Switch  |  Enet Switch
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Cluster -Scale Software

System Software

Chip Software

CUDA-X Libraries

NIM
CUDA-Accelerated

Agentic AI Libraries

Omniverse
CUDA-Accelerated

Physical AI Libraries

Accelerated 
Software Stack

GB200 NVL72 SuperPOD

NVIDIA AI & HPC Platform



Blackwell Is Everywhere
$11bn in Blackwell revenue last quarter

Fastest 

Ramping 

Product in 

NVIDIA 

History
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CUDA-Q

ALCHEMI

Quantum Computing

AI Materials Science

cuOpt
Decision Optimization

cuDF
Data Processing

WarpPhysicsNeMo
Physical SimulationAI Physics

cuLitho
Computational 

Lithography

cuPyNumeric
Numerical Computing

cuDSS
CAE

cuEquivariance
Drug & Materials

Discovery

Parabricks
Gene Sequencing

Holoscan
Edge HPC

Earth -2
Weather Analytics



Computational Engineering Ecosystem Accelerated on Blackwell

CFD

50X

Litho

40X

FEA

30X

DEM

20X

SPICE

20X

Boom Supersonic, Rescale, and NASA Fun3D Maserati with Siemens Simcenter  STAR-CCM+ 

Volvo accelerating with Ansys FluentNVIDIA data -center digital twins with Cadence Fidelity



Post -Training Scaling in an Era of Reasoning
Teaching models to think requires a lot of compute

Update the Model

Training 

Question

100
Topic Areas

1 Million
Questions Per topic

100 Topics x 1 Million Questions x 100 Answers x 10,000 Tokens

100 Trillion Tokens

+

Verify ScoreTraining Model
1 Trillion Parameters

100 Answer Candidates
10,000 Tokens Each

7X More Than What Llama 3 Was Pre -Trained On



Storage

Smart Router

KV-Cache 
Offload

Manager

Low- latency 
Communication

Library

GPU Planner

Dynamo

Distributed and Disaggregated Serving

1000+
GPU Scale for 
a single query 

30X
AI Factory 

Throughput
& Revenue 

Deepseek R1
Based models

2.5X
AI Factory 

Throughput
& Revenue 

Llama 
Based Models

Fully Open Source and Open Backend

Announcing NVIDIA Dynamo
AI inference software for reasoning inference at scale

30X increase: GB200 NVL72, DeepSeek R1 671B. Without Dynamo: Inflight Batching, With Dynamo: Disaggregated Serving.  Projected performance subject to change.

2.5X increase: Hopper, Llama 3.1 70B. Without Dynamo: Inflight Batching. With Dynamo: Disaggregated Serving. 





A Unified Platform for the Enterprise AI + Graphics
NVIDIA RTX PRO Blackwell Launching at GTC

RTX PRO Blackwell Desktop GPUs 
Workstation Edition

RTX PRO 6000 Blackwell 
Server Edition

RTX PRO Laptop GPUs
Blackwell Generation

NVIDIA AI Workbench NVIDIA AI Enterprise NVIDIA Omniverse

AI Development LLM Inference Image/Video Gen Genomics Content Creation Robotics

DL/ML Design & Simulation Digital Humans Video  Summarization OmniverseData Science & 
Analytics



RTX PRO 6000 Blackwell Server 
Edition

Breakthrough Multimodal AI Inference

À5th -Gen Tensor, 2nd-Gen Transformer Engine, FP4, 

ÀFull Media Pipeline: 4 NVENC/ NVDEC/ NVJPEG

Powerful Graphics and Visual Computing

À4th -Gen RTX, Neural Shaders, DLSS 4

Data Center Ready

À96GB GDDR7,1.6 TB/s Memory BW, 128MB L2 Cache

ÀMulti -Instance GPU (MIG), TEE Confidential Compute

The Most Powerful Blackwell Data Center Platform 
for AI and Visual Computing

Dual Slot, FHFL I Up to 600W



DGX B300

ÀNewest air -cooled DGX system with NVIDIA Blackwell 
Ultra GPUs

ÀAll new system design seamlessly integrates into 
NVIDIA MGX or traditional enterprise racks

À2.3TB of GPU  memory , enabling training and 
inference of complex models

ÀEquipped with NVIDIA ConnectX -8 high speed 
networking at  800Gb/s

ÀDelivers 72 PFLOPS AI training  and 144  PFLOPS AI 
inference  performance 

ÀPurpose -built platform for the era of AI reasoning, 
setting a new bar for LLM inference

Accelerated Infrastructure for the Era of AI 
Reasoning

10U Chassis | ~14 kW system

Designed for the modern data center





NVIDIA GB300 NVL72
Built for the Age of AI Reasoning

50X
Perf/Watt

Compared to HGX H100  |  AI Reasoning on Deepseek R1  |  FP4 ¶ Dense indicated

Democratizing AI reasoning by lowering 
cost and energy consumption 

1,000 Tok/s100 Tok/s

1.5 Mins 10 Seconds

H100 GB300 NVL72

Interactive DeepSeek -R1 671B

Projected performance subject to change





AI Factory Output Drives Revenue
High throughput multiplied by high interactivity = total token output

Tokens per second  

for 1 User

Token

Volume

$ / M Token

Factory Tokens

per second

Revenues

Hopper

Blackwell



Blackwell Ecosystem
Blackwell Ultra Coming Later 2025

HGX B200GB200 NVL72 HGX B300 NVL16 GB300 NVL72



Quantum -X Integrated Silicon Photonics Spectrum -X Integrated Silicon Photonics

New Micro -ring Modulators (MRM)

TSMC Photonics Engine Optimizations

High Power, High Efficiency Lasers

Detachable Fiber Connectors
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NVIDIA Photonics
Co-Invention Across an Ecosystem of Co -Packaged Optics Partners



NVIDIA Photonics Solves Power and Reliability Challenges of AI Scale -Out
Co-packaged silicon photonics networking switches to scale AI factories to millions of GPUs 
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Pluggable Optics Co-Packaged Optics

~3X the GPUs

at ISO Power

Network Optics Power

Fewer 

Lasers

432
Transceivers 

Replaced

72

NVIDIA Photonics

3.5X 
Power 

efficiency

10X  
Higher 

resiliency

1.3X 
Time to 

operation



2025 2026 2027 2028

COMPUTE

Blackwell

8S HBM3e

Blackwell Ultra

8S HBM3e

Spectrum7

204T, CPO
CX10

Feynman

Next¶Gen HBM

Vera CPU

Rubin

8S HBM4

Rubin Ultra

16S HBM4e

Oberon
NVL72

Liquid Cooled

Kyber
NVL576 

Liquid Cooled

NVIDIA Paves Road to Gigawatt AI Factories
One-Year Rhythm  |  Full -Stack  |  One Architecture  |  CUDA Everywhere

Blackwell
Feynman

NVLINK

(SCALE-UP)

NETWORKING

(SCALE-OUT)

Grace CPU

5th  Gen NVL 72

1800 GB/s

Spectrum5

51T
CX8

800G
Spectrum6

102T, CPO

CX9

1600G

6th  Gen NVSwitch

3600 GB/s

Vera CPU

7th  Gen NVSwitch

3600 GB/s

SYSTEM

8th  Gen NVSwitch

NVL-Next

Rubin


