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Proc¢ Al piloty casto uviznou nebo selzou?

Al za to vétsinou nem?(ize

Slozitost Bezpecnost & Nakladova exg

Dostat se od jupyter Governance & skalovani

notebookuk Data v pilotu — malo & &ista Produkce zname
Enterprise aplikaci je

dost prace V produkci - masivni, citliva utilizaci zdroju.

a Gasto nekvalitni Cgvna za |’nfere
klicovy vyznar:

Cesta k preklenuti propasti vede pres jednotny, standardni provozni model




Budujeme tu Al platformu...

| SW Tooly
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TRITON INFERENCE SERVER

Operacni systém
Ubuntu 24.04 LTS | NVIDIA CUDA 580.95.05
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Kontejnermanagement

Docker (+compose), containerd, K3s, MicroK8s etc.

Operacnisystém
Ubuntu 24.04 LTS | NVIDIA CUDA 580.95.05
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HPE Private Cloud Al

Al Factory na klic

NVIDIA Al Computing

Active jobs
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Launch HPE Private Cloud Al
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My to pro vas mame, v ruznych velikostech




SRR

2 x HIOONVL GPUs
32TB TB integrated
2x 200 Gb ports

L o M T

4-8x NVIDIA RTX6000 GPUs 8x NVIDIA H200 GPUs 16x NVIDIA H200 GPUs
16x GPUs (1x Expansion Rack) 24x H200 GPUs (1x ExpRack) 64x H200 GPUs (3x Exp rack)
109 TB 109 TB 217 TB
400GbE NVIDIA Networking 400GbE NVIDIA Networking 400GbE NVIDIA Networking 16x NVIDIA GPUs
az12 kw az13 kw az17.4 kw 400GbE NVIDIA Networking

az 12kW



Business Al ve vlastnim datacentru
Co potrebuiji k vytvoreni a provozovani takové Al aplikace?

HPE Private Cloud Al

1. Infrastrukturu s CPU a GPU, ulozistém, rychlou siti

HPE Al Essentials + NVIDIA Al Enterprise E—
. Kontejnerovou platformu - typicky K8s cluster
- bezpeclnost, observabilita, inteligentni alokace zdroj(, service mesh, ...

- umozni snadno zprovoznit a provozovat dodavatelsky reSenou aplikaci i vyvoj vlastni aplikace

. Napojeni na datové zdroje - strukturované, nestrukturované, objekty, datalaky, file,...

. Lokalni LLM modely - vykon, skalovani, lifecycle, monitoring, velky vybér

. datova pipeline - jak vyuziji firemni data?

. RAG pipeline - aby se model v datech vyznal (gj et
()

7. TOOLY pro agenty - jak udélat z LLM agenta? Zpristupnit mu nastroje. MCP v akci!

To vSechno bezpecné, snadno nasaditelné, s jednim GUI, okamzité k dispozici




JDEME NA DEMO

ziva demo ukazka nad HPE
Private Cloud Al ve varianté developer
system

N



HPE Private Cloud Al - rychlost a jednoduchost

Platforma pro Al ve vasem datacentru

/ Small Medium Large Roz$itujici rah
« M
(5] (5 4

Developer
System
in rack

Stejny software, stejna uzivatelska zkusSenost

Vyladény a otestovany Al stack
pripraveny k nasazeni

Al studio nachystané k okamzitému
pouziti, postavené na HPE Al Essentials
a NVIDIA Al Enterprise

Snadno pridavejte NVIDIA Blueprints,
vlastni aplikace nebo nastroje z
externich zdroj(

Air-gap architektura je k dispozici pro
maximalni bezpecnost kritickych Al
iniciativ



Diskuze? Otazky?

Prostor na otazky, které jste se mozna radeéji nechtéli ani ptat...

: © 2025 Hewlett Packard Enterprise Development LP



Backup slidy

Kdyby nahodou, nikoliv nasi vinou, nefungovalo demo ...

: © 2025 Hewlett Packard Enterprise Development LP



Al bez slozitosti - HPE Private Cloud Al

Zrychlete vyvoj a provoz (gen)Al - s jednotnym, bezpecnym a pripravenym prostredim.

Model Catalog

Integrovany Al engine:

° (Q sen | (Mivodss | (7]
HPE Al Essentials Software _
murerankazmistral-bbvs B o3 a-obinstruct [ Va3 27O nstruet
- PFipraveno k pouZiti: nastroje pro praci s Al a daty m:’ T WW aaaaaa e
» Jednotné ridici rozhrani: sprava uzivatel(, dat a
vypocetnich zdrojt T e @@ vadbimpesen
* Vestavény audit a sledovani plvodu dat (lineage tracking) Home
 Self-service pfistup: nastroje, modely a katalog Al - s s s
frameworkd _© R ndl | Rl
< L, , - S | R
« Rizeni pristupu podle roli (RBAC) Setting started a ;Z'QZZ‘T
* |zolace pracovnich prostor( e e b mpn i a % e
« Kompletni auditni zdznamy o s Y — "‘
* Integrace s SSO a zabezpedéenim @ fe
System Resources More usage metrics | Overal v | [ s0minutes v

VCPU Usage Memory Usage VGPU Usage

—1 15



HPE PCAI - jedno zarizeni pro ruzné uzivatelské role.
Na konci je uzivatel hotové Al aplikace

Sign-in to Access, observe, expand Kee
p software stack
IT/Cloud HPE GreenLake Add :slers and and manage multiple PCAI updated
Administrator Cloud Console oles clusters.
Al Sign-in to Connect and Import Tools & Observe cluster resources,
. o HPE Al Manage Data -
Administrator . Frameworks manage user privileges
Essentials Sources
Al Developer
.p Build Data Build Machine Deploy Generative Al (LLM)
Data Engineer Pipelines Learning Models applications

Data Scientist




Jednoduse k inovacim - od infrastruktury po Al

Import Framewor|

Tools & Frameworks

— HPEC— .
= peai demo cz Q. Search HPE GreenLake Platform Q
GreenLake Enterpri Data Engineering Analyti Data Science
Manage Workspace .
9 P lirflow : @ EzPresto : oo Superset

Manage your HPE GreenLake workspace. sion 2.10.0 | @ Ready Version prestodb:0.287-1.6.0 | @ Ready B Version 4.0.1 | @ Ready

gine for scheduled barch ingestion of data
ariety of external dara sources

Distributed query engine designed for analytic queries on
dara of any size

Apache Superset Is a medern, enterprise-ready business
intelligence web application

= " ES

Workspace Details Workspace identity & access Organization governance

hrtps:Aairflowi

Manage your workspace’s details
pn 144

including name, phone number, email,
pcai demo ¢z and MFA configuration.

Workspace ID E

1f27154e7aa311f0abe70a239e10c32d

Manage users and their access 1o this
workspace's services and resources.

Manage identities and access for the
organization.

Tools & Frameworks

Workspace Status @ E ©] NVIDIA Al Enterprise Data Engineering Analytics Data Science

Registered

Audit Log Personal API clients IP Access Rules

View changes and processes within all
your applications.

Workspace Type
Standard Enterprise Workspace

]

Locations

Manage device addresses to automate

supporting services.

Access application data
programmatically through an APL.

22
Usage Monitoring

Track subscription and system
resource usage.

Set up and manage IP access.

¥
Automations

Automate workflows for efficiency and
productivity.

Jednotny cloudovy volant
zjednodusuje spravu, zajistuje
bezpecnost a integruje RBAC.

NVIDIA Retrieval QA Mistral 7...

Version 7o-v2-npe3 | @ Ready

NVIDIA NIM for GPU accelerated NVIDIA Retrieval G Mistral 78
Embedding v2 inferance

NVIDIA Retrieval QA E5 Embe...

Verson e5-v5-hpe3 | @ Resdy

NVIDIA NIM for GPU aceelersted NVIDIA Retrieval QA ES
Embedding v5 infarence

Meta/Llama-3.1-8b-instruct

Version 3 1-hpe3 | @ Ready

INVIDIA NIM for GPU accelerated Lisma 3.1 8B infers
Openal compatisle APl

= through

question-answering  text-embedding lqa 2

| View Detail |

s; Meta/Llama3-8b-instruct

Version3.0-hpet | @ Ready

MVIDIA NIM for GPU accelerated Llama 5 88 inference through
Openl compatible APIs

fext-generation  natural-danguage-processing +3

View Details

questi ing text-smbedding baa <2

‘:V'wDe

NVIDIA Retrieval QA Mistral &...

Version 40-43-pe3 | @ Ready

NVIDIA NIM for GPU aceelerated NVIDIA Retrieval QA Mistral 48

Reranking v3 inference.

texi-embedding  information-refrieval +3

[ View Derails

o ion  naturaHlanguage-processing +3

Snadny pristup k Al nastrojim a modelim
zjednodusuje zivot datovym védcim.




Pridejte si vlastni nastroje a modely, snadno a bez kompromisu

NVIDIA Al Enterprise

Tools & Frameworks

Data Engineering

Analytics Data Science

Import Framework

Import Framework
[} o (@] (0]
o O Framevore Vo Pevew
Framework Details
About Custom Frameworks
Framewons dame*
| l Custom frameworis ¢an be imported and
integrated into the Al Essentials environment.
Verson* =
I 200 i o= Enter Framewock Metadats and kon
S ' $) Seiect or Usiosd assaciated Heim Crart
’ ‘ f> a1 deta Vaues YAVL
a Review and Subma
| Cata Engremenng v ]
Framewort Kon®
| Orapand drop Select Pile

low
ipn 2.10.0 | @ Ready

ine for scheduled batch ingestion of dara
riety of external data sources

Add new packaged model

EzPresto

Version prestodb:0.287-1.6.0 | @ Ready

Distributed query engine designed for analyric queries on
data of any size

A model is required for an inference deployment. Leam how 10 Setup a model

Your model Storage Resources

Advanced (optional)

co Superset
Version .0.1 | @ Ready

Apache Superset is a modern, enterprise-ready business
intelligence web application

Endpoint hrtps:fsuperset.ingress hou-pcalhpecic.ne
Chart Version 0.11.217
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Sila pro profesionaly

[W] Untitled.ipynb X | [ bike-sharing-miflow.ipyn|® | (%] bike-sharing-prediction.if X abhishek.agarwal-hpe.coi X | +
+ ¢ | Py | 9 pyni® | 9P x| o garwal-hp - COMMON ToOLS
B + XD » m ¢ » Makdown~v @ =it Notebook [7 # Python 3 (ipykemnel) O =
&
. . ~ # §& Bike Sharing Prediction - (with KServe)
I Filter files by name Q ] Import Libraries
i - - . | Cell Tags
B / abhishek-agarwa & Environment Setup
41129292 / bike-sharing-demo / AddTag +
Name - Modified We will use dependencies defined in environment.yaml:
n Editable
B8 images yesterday « Python 3.8 l Editable
B kserve yesterday * numpy, pandas, seaborn, scikit-learn
B model_artifacts yesterday * miflow==2.22.0 slide Type
D best-model-uri.txt yesterday ¢ kserve==0.8.0.2 I _
» B bike-sharing-mif.. 2h ago (Demo perspective version)
« [ bike-sharing-pre.. 2hago Table of content - Base number
EH bike-sharing.csv yesterday [ ]: #!pip3 install --proxy <PROXY> pydotplus graphviz seaborn I
¥: environmentyaml yesterday !pip3 install pydotplus graphviz seaborn
M -
v READMEmd yesterday [ ]: | import os ADVANCED TOOLS
from urllib.parse import urlparse
Cell metadata
import pandas as pd 14
fﬂlport numpy as np 2 "id": "y7wSVnqQ7xZB",
meor: bozoi i Lot " 3 "editable": true,
import matplotlib.pyplot as p 4 "slideshow": {
import seaborn as sns 14 w. um
. R . 5 slide_type":
import json, datetime 2
import mlflow ¢ .
i 7 "tags": []
import mlflow.sklearn g 1
from mlflow import log_metric, log_param, log_artifact !
from sklearn.ensemble import GradientBoostingRegressor
from sklearn.metrics import mean_squared_error
from sklearn.model_selection import KFold, cross_val_score, train_test_split Notebook metadata
from sklearn.inspection import permutation_importance 1 { Aclivate wWindac
from mlflow.models.signature import infer_signature 2 "kernelspec™:N{ V
from _sklearn _imnort tres — 3 "display name": "Python 3




HPE Al Essentials

Key Components

Data Engineering Tools

Airflow | Presto | Data connectors

EzPresto - disfributed SQL query engine
for querying large data sets distributed over
one or more heterogeneous data sources

PrestoDB Connectors — pre-built
connectors for provisioning access to
external data sources such as HPE Ezmeral
Data Fabric, Delta Lake, Snowflake, Hive,
MySQL, Oracle, SQL Server, PostgreSQL,
Teradata, and Iceberg

Apache Airflow — workflow management
platform for data engineering pipelines.

Analytics & Visualization Tools
Livy | Superset | Apache Spark

Spark - a unified engine for executing data
engineering, data science, and machine
learning on single-node machines or
clusters.

Spark History Server - a web inferface that
provides information on incomplete and
completed applications and attempts.

Spark Operator - makes specifying and
running Spark applications as easy and
idiomatic as running other workloads on
Kubernetes.

Livy — a REST service for programmatic, and
fault-tolerant submission of Spark jobs
Apache Superset - a tool for data

exploration and data visualization able to
handle data at petabyte scale.

Data Science Tools

Kubeflow | Mlflow | Feast | Ray | MLIS

Feast - a feature store organizations use to
store and serve features consistently for
offline training and online inference

Kubeflow - Kubernetes framework for
developing, training, deploying, managing,
and running ML workloads at scale.
MLflow - platform to aid in managing the
machine learning lifecycle providing model,
tracking, project, and registry tools.

Ray - a unified compute framework to aid in
scaling Al and Python workloads

MLIS - Machine Learning Inference Server -
locally inferenced LLM, covers the whole
lifecycle



Podnikova uroven zabezpeceni
Zero trust architektura

UzZivatelska bezpecnost

« Detailni sprava prav a roli uzivatelt
« Jednotné prihlaseni (Single Sign-On) Pn

O o®

4 N

Bezpecnost workloadu

« lzolace zajistuje nezavislost
jednotlivych workload(
\- TLS zabezpeceni sluzeb Y.

4 )
Datova bezpecnost

Rizeni pfistupu k datéim a znalostni bazi

|

- /
/Bezpeénost modelu A
« Pristup k endpointlim chranény
tokeny
« Pristup pres APl pouze pro ovérené
k uzivatele /zdroje /

21



HPE Al Factory na kli¢ - HPE Private Cloud Al

Vase prima linka k Al - od myslenky az k vysledkdm

Snadna alternativa k verejnému cloudu a slozitému reseni svépomoci
Hotové, plné integrované reseni pripravené k pouziti

Soukromy cloud s vyhodami verejného cloudu

Podpora celého zZivotniho cyklu Al - od napadu po provoz

Silné partnerské a technologické zazemi

Jasné ekonomickeé i vykonnostni pfinosy

22



Dékuji za pozornost

ladislav.pecen@hpe.com

: © 2025 Hewlett Packard Enterprise Development LP
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