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REFERENCNIiI ARCHITEKTURY - UVOD

Co je NVIDIA referencni architektura

Ovéreny a opakovatelny navrh Al tovarny, ktery spojuje vypocet, sit, Glozisté a software. Zkracuje nasazeni, snizuje
integracni riziko a umoznuje predvidatelny rdst.

a Server (node) a Cluster e Software

NVIDIA-Certified Systems od OEM Enterprise RA - jak z certifikovanych Referencni navrhy Al ekosystému — Al
vyrobcl - napf. HPE ProLiant, HPE noduU postavit cluster: sit, Skalovani, Factory Validated Design, sizing a
Compute XD uloziste

deployment guidy

Jak vznika: od vlastni Al tovarny NVIDIA po feSeni partnera

NVIDIA stavi a provozuje vlastni Zkusenosti zapiSe do certifikace Design Review Board NVIDIA Partner nabizi schvaleny navrh
Al infrastrukturu (DGX, interni nodu, clusterovych RA a posoudi navrh OEM partnera jako vlastni Al Factory — napf.
Al factory) softwarovych navrhl HPE

Schvaleni (endorsement) DRB: Infrastructure - povinné Spectrum-X - doporuc¢ené Sitova logika - doporucené

Zdroj: NVIDIA Enterprise RA white paper — Introducing NVIDIA Reference Architectures
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REFERENCNI ARCHITEKTURY - NCP A ENTERPRISE

NCP vs. Enterprise RA: stejna DNA, jiné méritko

NVIDIA Cloud Partner (NCP) RA Enterprise RA

cloudovi poskytovatelé, GPU-as-a-service, Pro koho podniky budujici vlastni Al tovarnu on-
tvUrci foundation modelu premise

0d 128 nodd po 16 000+ GPU; NCP design: az Méritko 32-1024 GPU: 4-128 nodU nebo 1-8 rackU
64 PODU x 1152 GPU

single i multi-tenant (laas, Caas, PaaS) Tenanti single-tenant, vice uzivatell a tymu
InfiniBand Quantum i Ethernet Spectrum-X Sit Ethernet Spectrum-X, BlueField-3, ConnectX

Nasazeni pfevazné NVIDIA professional services Nasazeni NVIDIA partnefri

Pocet GPU v clusteru (logaritmicka osa)

NCP: 1024 » 16 000+ (navrh az ~73 700)

Enterprise RA 32-1 024

10 100 1000 10 000 100 000

Zdroje: NVIDIA Enterprise RA white paper; NVIDIA DSX — NCP Reference Guide (~73 700 = 64 PODU x 1152 GPU)
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REFERENCNI ARCHITEKTURY - RODINY

Tri rodiny Al tovaren

RTX PRO Al Factory HGX Al Factory NVL72 Al Factory
vzduch - PCle vzduch - SXM + NVLink kapalina - rack-scale

Node (C-G-N-B) 2-8-5-200 (+ 2-4-3-200, 2-X-1-NA) 2-8-9-800 2-4-5-800 (compute tray)
GPU RTX.PRO 6000 / 4500 Blackwell Server HGX B300 — 8x Blackwell Ultra SXM GBS0,0 IV\IVL72 —72 GPU v NVLink
Edition doméné
Méritko 4-32 nodu - 32-256 GPU 4-128 nodl - 32-1 024 GPU 1-8 racku - 72-576 GPU
Tvpické tloh agentni inference, physical Al, vizualni trénink, fine-tuning, distribuovana trénink bilionovych modeld, MoE, real-
yp y computing, HPC FP32 inference, analytika time reasoning
Tvrzeni NVIDIA vstupni bod do Al v b&2ném DC az 15x vyssi propustnost tokenu vs. HGX az 50x vyssi vystup Al tovarny vs.
H100 Hopper
HPE ProLiant DL380a Genl2 Compute XD690 GB300 NVL72 by HPE

Zdroj: NVIDIA Enterprise RA white paper — Introducing, Design Tenets. Tvrzeni NVIDIA jsou horni meze vyrobce.
Obrazky: NVIDIA



UVOD - GPU PLATFORMY

GPU: generacni skok v paméti a propojeni

Parametr H200 (Hopper)

Tranzistory 80 mld. (1 Cip)

Pamét GPU 141 GB HBM3e
Propustnost paméti 4,8 TB/s

NVFP4 inference (dense) - (FP8:2 PFLOPS)
FP64 / FP64 Tensor 34 /67 TFLOPS
Transformer Engine 1. generace

Softmax (B200 = 1x) -
NVLink 4 - 0,9 TB/s
CPU & GPU (NVLink-C2C) 900 GB/s (GH200)

NVLink na GPU

Max. TDP GPU az 700 W
Davérné vypocty TEE
Rok uvedeni 2024

B300 (Blackwell Ultra)

208 mld. (2 Cipy)
az 288 GB HBM3e
8 TB/s

13-15 PFLOPS
1,2-1,3 TFLOPS

2. generace

2x

NVLink 5-1,8 TB/s
900 GB/s (Grace)
1100-1 400 W
TEE

2025

Rubin

336 mld. (2 Cipy)
288 GB HBM4
22 TB/s

50 PFLOPS
[doplnit]

3. generace

2x FP32 [ 4% BF16
NVLink 6 - 3,6 TB/s
1,8 TB/s (Vera)
[doplnit]

TEE-I/O

2026
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Rubin vs. Hopper
4,2x

2x

4,6x

25x (vs. FP8)

+2 generace

4%

2%

TEE » TEE-I/O
+2 roky

Zdroje: NVIDIA Data Center Portfolio; NVIDIA H200 datasheet; NVIDIA Technical Blog (7/2026); NVIDIA GTC 2026. Rubin
vs. Hopper = pomér Rubin / H200. B300 dle provedeni HGX/GB.
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UVOD - GPU PLATFORMY

GPU pro Al tovarny: od PCle karty po rack
PCle - RTX PRO Al Factory Desktop NVL72 Al Factory

H200 NVL  RTX PRO 4500 RTX PRO 6000 G'Bsiggégfx B300NVL8 | RubinNvLg | GB300NVL72 | VR NVL72

Architektura Hopper Blackwell Blackwell Blackwell Ultra Blackwell Ultra Rubin Blackwell Ultra Rubin
= superchip GPU + SXM, deska 8 SXM, deska 8
Format PCle, 2 sloty PCle, 1slot PCle, 2 sloty Grace GPU GPU rack, 72 GPU rack, 72 GPU
“u 252 GB HBM3e +
Pamét GPU 141 GB HBM3e 32 GB GDDR7 96 GB GDDR7 496 GB LPDDRSX 288 GB HBM3e  ~256 GCB HBM42 288 GB HBM3e 288 GB HBM4
z;?:;ts;tnost 4,8 TB/s 0,8 TB/s 1,6 TB/s 71TB/s 8 TB/s ~16 TB/s? 8 TB/s 19,2 TB/s?
FP4 se sparsitou - (FP8:3,3 PF) 1,6 PF! 4 PFL 20 PF 18 PF 50 PF 20 PF 50 PF
FP4 dense - n/a n/a 15 PF 13,5 PF 35 PF 15 PF 35 PF
FP64 30 TF n/a n/a n/a ~1,25TF 33TF ~1,4 TF 33TF
NVLink bridge 0,9 : 5 TGPU - C2C 900 NVLInk5-1,8TB/s NVLink6-3TB/s2 NVLink5:-1,8TB/s NVLink 6 -3 TB/s2
GPU & GPU TB/s (24 GPU) Jen PCle Gens  jen PCle Gens GB/s k CPU (8 GPU) (8 GPU) (72 GPU) (72 GPU)
Pfikon - chlazeni 600 W -vzduch 165 W - vzduch 6OOL\<N -vzduch / 1600 W cely ~00W -vzduch/ kapalina 1400 W -kapalina  n/a - kapalina
apalina systém kapalina

S2? RTX PRO 2-8-5-200 ey ey Lo G nova generace A nova generace
Referen¢ni node N RTX PRO 2-8-5-200 RTX PRO 2-8-5-200 VyVvoj u stolu HGX 2-8-9-800 HGX NVL72 2-4-5-800 NVL72

Rok uvedeni 2024 2026 2025 2026 2025 2026 2025 2026

1 NVIDIA neuvadi dense/sparse. 2 Specifikace Rubinu upravené NVIDIA 9/2026; NVL8 pfepocteno z 2 TB a 130 TB/s na 8 GPU. n/a = neuvddi.

Zdroje: NVIDIA produktové stranky a datasheety (H200, RTX PRO, DGX Station, HGX, NVL72), stav 11/2026



NAVRHOVE PRINCIPY - SIiT
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Site Al tovarny: North-South a East-West provoz

NVLink (scale-up) 5

uvnitf serveru / racku

GPU server (node)

el |  EICIEIED | | e
vypocetni sit (Converged)

GPU«GPU

RoCE, rail- aloziste, uzivatele, .
optirT;ized m DPU -—— in-band sprava

Volby navrhu

Sloucena vs. oddélena sit North-South a East-West —
malé clustery mohou sdilet jednu fabric.

Single-plane vs. dual-plane: dual-plane rozdéli 800G
port GPU na 2x 400G do dvou nezavislych fabric; zatéz
rozklada NCCL, vypadek roviny jen snizi propustnost.

Single-plane je levnégjsi, ale ma o 50 % nizsi
propustnost GPU.

Jen inference: sit East-West Ize vynechat — cluster pak
ale neumi trénink ani fine-tuning.

Switche: Spectrum-4 SN5600 / SN5610 (64x 800G) pro
data, SN2201 (48x 1G) pro OOB.

Zdroje: NVIDIA Reference Architectures for Enterprise Al Factories (white paper) — Design Tenets; NVIDIA HGX Al

Factory Enterprise RA — Physical Topologies
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NAVRHOVE PRINCIPY - NOMENKLATURA

Jak Cist oznaceni C-G-N-B

C G N B

CPU sockety v serveru GPU v serveru sitové adaptéry celkem (v¢&. 1x Gb/s na GPU v siti East-West
North-South)

Priklady - kazdy ctverecek je jeden sitovy adaptér

2-8-5-200 RTX PRO BEER 200 Gb/s 1= BlueField-3 B3220 + 4x B3140H SuperNIC (1 na 2 GPU)
2-8-9-800  HGX B300 WP PP 800Gb/s 1« BlucField-3 + 8x ConnectX-8 SuperNIC (1 na GPU)
2-4-5-800  NVL72tray BEER 800 Gb/s  2x Grace + 4 GPU: 1x BlueField-3 B3240 + 4x ConnectX-8

North-South (DPU) B East-West (SuperNIC)

Zdroj: NVIDIA Reference Architectures for Enterprise Al Factories (white paper) — Design Tenets, Deep Dive. StarSi HGX
RA (H100/H200/B200) pouziva 2-8-9-400.
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NAVRHOVE PRINCIPY - REFERENCE CONFIGURATIONS

Referencni konfigurace na jednom misté

East-West /
GPU

Adaptéry (E-W / N-S) Podporovana GPU

Konfigurace Sitové adaptéry

4x BF-3 B3140H /1x BF-3 RTX PRO 6000 / 4500

RTX PRO 2-8-5-200 2 8 5. 1N-S+ 4 E-W 200 Gb/s 83220 BSE
RTX PRO 5-4-3-200 5 4 21 N-S + 2 E-W 200 Gb/s 2x BF-3 B3140H /1x BF-3 RTX PRO 6000 / 4500
B3220 BSE
RTX PRO 2-2-3-400 2 2 3 TN-S+2 E-W 400 Gb/s 2x BF-3 BII40H/1x B3 RTXPRO 6000/4500
B3220 BSE
RTX PRO 2-X-1-NA 2 2/4/8 1. jen N-S = - /1x BF-3 B3220 g?é PRO 6000/ 4500
HGX 2-8-9-800 2 8 9:1N-S + 8 E-W 800 Gb/s 8x ConnectX-8/1x BF-3 HGX B300
NVL72 2-4-5-800 2Grace 4/tray 5 1N-S+4E-W 800 Gb/s g;chO””eCtx'B/ B3 GB300 NVL72
Zvyraznéné = zakladni (foundational) konfigurace kazdé rodiny.
VOLUME EXTREME VOLUME VOLITELNE
2-4-3-200 a 2-2-3-400: levnéjsi varianty se 2 2-X-1-NA: jen sit North-South, bez E-W - pro U 2-8-5-200 Ize ve vybranych konfiguracich
nebo 4 GPU; u vybranych konfiguraciis ulohy, které se vejdou do jednoho GPU nebo pouzit i H200 NVL.

NVIDIA Vera CPU. nodu.

Zdroj: NVIDIA Enterprise RA white paper — Design Tenets (Table 2), Deep Dive. BSE = Blackwell Server Edition.
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NAVRHOVE PRINCIPY - SCALABLE UNIT

Scalable Unit: stavebni kostka Al tovarny

Scalable Unit (SU) je opakovatelny blok, podle HGX: od 1SU do 32 SU (1 dlazdice = 4 nody = 32 GPU)
kterého se navrhuje topologie sité, napajeni, 5 EEEE EEEE EEEE EEEE
chlazeni, rozmisténi rackl i plan nasazeni.
! & EEEE EEEE EEEE
- RTX PRO a HGX:1SU = 4 nody, rdst po 4 ENEN EEEN
ot EEEE EEEE
HEEN
« NVL72:1SU = cely rack (18 compute trayd) 111
HEEN
HEEN
1SU 4 SU 8 SU 16 SU 32SU
Rodina Scalable Unit Minimum Maximum
RTX PRO 4 nody (32 GPU) 1SU /4 nody +4 nody 8 SU - 32 nodd - 256 GPU
HGX 4 nody (32 GPU) 1SU /4 nody +4 nody 32 SU - 128 nodd - 1024 GPU
NVL72 1rack (72 GPU) 1rack +1 rack 8 rackd - 576 GPU

Kdy oddélit sité: RTX PRO do 16 nodU sloucena sit North-South + East-West, nad 16 nodl oddélené. HGX: od 16 nodUd doporuceno oddélit, 32
SU = spine-leaf. NVL72: vzdy oddélena North-South a dual-plane East-West.

Zdroj: NVIDIA Reference Architectures for Enterprise Al Factories (white paper) — Design Tenets (Scalable Unit), Deep
Dive



DO HLOUBKY - RTX PRO Al FACTORY

RTX PRO: node 2-8-5-200

2x 200Gbps

B3220
DPU
(N-5)

Gen5 x16

Gens x16

Gens x16—

PCle SWITCH

PCle SWITCH

PCle SWITCH

400Gbps  400Gbps

Napr.: HPE ProLiant DL380a Genl12

Varianty: 2-4-3-200 a 2-2-3-400 (levnégjsi, 2-4 GPU), 2-X-1-NA
(bez sité East-West).

B3220
DPU (N-5)

CPU Interconnect
Up to PCle Gen5 x16
NVLink 4-way

NVLink 2-way

1x400Gb/s SuperNIC for
GPU Compute (E-W)

2x200Gb/s DPU for storage

network and user/control
management plane

PCle NVMe local
storage
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Konfigurace serveru

8x RTX PRO 6000 BSE - 96 GB GDDR7,az 1,6
TB/s na GPU

PCle Gen5 x16 pro kazdé GPU, pres PCle
switche

East-West: 4x BlueField-3 B3140H, 1x 400G -1
SuperNIC na 2 GPU

North-South: 1x BlueField-3 B3220, 2x 200G

CPU: AMD EPYC nebo Intel Xeon; min. 7 jader
na GPU

RAM: min. 128 GB na GPU (doporuceno =1TB)

Velikost modelu

Inference az ~70B parametrd na GPU; nad ~40B
Vv FP16 je pro fine-tuning potreba paralelismus.

Zdroje: NVIDIA Enterprise RA white paper — Reference Architectures Deep Dive (Figure 1); NVIDIA RTX PRO Al Factory
Enterprise RA. Foto: HPE
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DO HLOUBKY - RTX PRO Al FACTORY

RTX PRO: skalovani od 4 do 32 nodu

16x 100G/200G 32 100G/200G

SN2201 MG#H — ws@t-w:m SN5600 CSLIZ) SNS600 M@xm SN5600 GSL#2)
SNSE00 SLF1 | 4——t2x 400G—— Shis600 SLez ] CPLU ang Storage Network GPU Network
B2 100G Cansolidated Network SN2201 MG#1 » -
B6x1G Emm - -
SN2201 MG#2 8x 100G
192¢ 1G [ L]
OOB Mgmt S SN2201 MG#4
5 SoR g

16x 400G GPU i -

8x 200G CPU — — | 16x 400G GPU

24x 16 MGMT 1 — 1 — Bx 200G CPU pr— | prmy

— { — - 24x 1G MGMT —__ ___ amm
4x GPU Nodes ‘ 4x GPU Nodes
SU #1 SU #2 4x GPU Nodes 4x GPU Nodes
suU# SU #2
4 SU - 16 Nodes - 128 GPUs 8 SU - 32 Nodes - 256 GPUs
Consolidated North-South [ East-West Network Dedicated North-South / East-West Network

Nody GPU SU SN5610 compute SN5610 converged SN2201 OOB Na1SU (4 nody)
16 128 4 2 slou¢eno s E-W 2 E-W 16x 400G = 6,4 Tb/s
32 256 8 2 2 4 N-S 8x 200G =1,6 Tb/s - OOB 24x 1G

Zdroje: NVIDIA Enterprise RA white paper — Reference Architectures Deep Dive (Figure 4); NVIDIA RTX PRO Al Factory
Enterprise RA — Network Logical Architecture



DO HLOUBKY - HGX Al FACTORY

HGX: node 2-8-9-800

o

HGX &-GPLU Baseboard

<if}—p CPU Inberconnect
-a—= LUpio PCle Gens x18
«i— Upia PCle Genk x18

g 1o PClé Génd x2
NWSwilch 18006888t
-+ GPU-to-GPU bandwidih

gl

4 x B0DGhps

Napr.. HPE Compute XD690

10U, 8x B300 SXM, vzduchem chlazeny
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Konfigurace serveru

+ HGX B300: 8x Blackwell Ultra SXM, 288 GB HBM3e na GPU (2,3 TB na
node)

* NVLink 5:1,8 TB/s mezi GPU, 14,4 TB/s celkem
« East-West: 8x ConnectX-8 SuperNIC na desce, 800G na GPU (2x 400G)

« North-South: BlueField-3 B3240, 2x 400G - doporuceno kvdli offloadu
KV cache

* CPU: 2 sockety, doporuceno 56 jader na socket; RAM =2 TB

« Model: Cistd inference az ~120B parametrl na GPU

Propustnost East-West na GPU: 4x vic

RTX PRO 2-8-5-200 200 Gb/s

HCX 2-8-9-800 I 500 Gb/s

Zdroje: NVIDIA Enterprise RA white paper — Reference Architectures Deep Dive (Figure 5); NVIDIA HGX Al Factory

Enterprise RA. Foto: HPE
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DO HLOUBKY - HGX Al FACTORY

HGX: skalovani od 4 do 128 nodu

Storage

Network
128x 400G
fSns600 CSLA |14x 40063 fSN5600 csLe2f GSL#1 R-0DD €54 400G GSL#2 R:EVEN
CPU and Storage Network GPU Network
SN2201 MG#1 S =
— |
4x 100G
X2e 100G
96x1G LLL] 768x 10
N2201 MG#2
008 Mgmt_
\\\
\\
(
240 1G MGMT — — —
— r— [ ET ] —
4x GPU Nodes 4x GPU Nodes 4x GPU Nodes
sun su #n2 SU#

32 SU - 128 Nodes - 1024 GPUs

4 SU - 16 Node - 128 GPUs
Dedicated North-South | Single Plane or Dual Plane East-West

Dedicated North-South | Single Plane or Dual Plane East-West

SN5600 compute SN2201 OOB E-W kabely mezi switchi

Dual-plane (doporuceno), obé roviny

32 256 8 8 4 12 4 512

dohromadly. Single-plane: =50 %
64 512 16 16 8 24 8 1024 propustnosti GPU.
128 1024 32 32 16 48 16 2048

Zdroje: NVIDIA Enterprise RA white paper — Reference Architectures Deep Dive (Figure 6); NVIDIA HGX Al Factory
Enterprise RA -Tables6a 9



DO HLOUBKY - NVL72 Al FACTORY

NVL72: cely rack jako stavebni kostka

CLinks

4x Gen5 x4

glx guag
91X gueg

Genb x16
Gen5 x16
Gen5 x16

Gen6 x16
Gen5 x16

Gen6 x16 ¢

4x Gen5 x4

4x Gen5 x4

X GUaD) X§
X GUa9 X

800 Gbps 800 Gbps 800 Gbps 800 Gbps
(2% 400) (2x 400) (2x 400) (2x 400)

2x 400Gbps

Up to PCle Gené6 x16
Up to PCle Gen5 x16
Up to PCle Gen5 x4
NVLink C2C

Compute tray 2-4-5-800: 2x Grace + 4x Blackwell Ultra (1152 GB HBM3e), 4x ConnectX-8

(800G = 2x 400G), 1x BlueField-3 B3240.

SPRAVA A SOFTWARE

Fabric Manager.

NVIDIA doporucuje Mission Control; NVLink oddily spravuje Global

72

36

18 +9

130 TB/s

142 kW

100 %
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GPU Blackwell Ultra

Grace CPU

compute + NVLink switch
traye

NVLink doména (1,8 TB/s na
GPU)

prikon racku GB300 NVL

kapalinové chlazeni

Zdroje: NVIDIA Enterprise RA white paper — Reference Architectures Deep Dive (Figure 7); NVIDIA NVL72 Al Factory

Enterprise RA. Foto: HPE
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DO HLOUBKY - NVL72 Al FACTORY

NVL72: skalovani od 1 do 8 racku

esann |amsns o m- mzze ey
2 SU — 36 Nodes - 144 GPUs 8 SU — 144 Nodes - 576 GPUs
Dedicated North-South | Dual Plane East-West Dedicated North-South | Dual Plane East-West
Racky | 2 3 4 5 6 7 8
GPU 72 144 216 288 360 432 504 576
SN5600 vypocetni sit 12 12 24 24 32 32 44 44
SN5600 North-South 2 2 5 6 9 10 M M
SN2201 OOB 2 4 6 8 10 12 14 16

Zdroje: NVIDIA Enterprise RA white paper — Reference Architectures Deep Dive (Figure 8); NVIDIA NVL72 Al Factory
Enterprise RA —Table 11
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DO HLOUBKY - ULOZISTE A PROPUSTNOST

Pravidla dimenzovani sité a ulozistée

NVIDIA-Certified Storage
Program oveéruje ulozisté pod Al zatézi a paruje je s
Enterprise RA podle velikosti clusteru.

east-west-Hox/nvi2 | 5°° . Foundation: reference PCle s RTX PRO 6000

« Enterprise: reference HGX B200

East-West - RTX PRO 200 rays
- Lokalni NVMe v nodu
Inference 1 TB, trénink 2 TB na CPU socket +1TB boot

Propustnost na jedno GPU (Gb/s)

Zakaznicka sit (min.) l 25
Uloziété (min.) | 125
PRIKLAD a3

Alletra Storage MP X10000 - prvni objektoveé ulozisté s
NVIDIA-Certified Storage (Foundation, ovéreno do 128
GPU), S3 over RDMA.

256 GPU x 12,5 Gb/s = 3,2 Tb/s (cca 400 GB/s) do ulozisté. North-
South zvlddne az 40 GB/s na node.

Zdroje: NVIDIA Enterprise RA (HGX, RTX PRO) — NVIDIA-Certified Storage; Enterprise Al Factory Design Guide; HPE GTC
2026



DO HLOUBKY - SOFTWARE

Softwarovy stack Enterprise Al Factory

Aplikace a agenti Summarization - Agent Toolkit, OpenShell

NVIDIA Al Enterprise: NIM mikrosluzby, NeMo, Nemotron modely, Dynamo- .

Modely a inference )
Triton

Orchestrace Run:ai (fronty, priority, frakéni GPU) - Kubernetes - Slurm

GPU Operator - Network Operator - NIM Operator - DOCA a DPF pro

Infrastrukturni SW BlueField - NetQ

Base Command Manager (provisioning bare-metal) - Mission Control

Sprava clusteru (NVL72)

Enterprise RA: RTX PRO / HGX / NVL72 - Spectrum-X - NVIDIA-Certified

Hardware
Storage
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NVIDIA Blueprints: Enterprise RAG, Al-Q Research Agent, Video Search & Observabilita

DCCM Exporter —
metriky GPU

Prometheus + Grafana -
dashboardy GPU, NIM,
K8s, sit

NetQ - telemetrie
switch(

HPE OpsRamp -
validovano pro
Enterprise Al Factory

Zdroje: NVIDIA Al Enterprise Infrastructure Software; Enterprise Al Factory Design Guide; Observability Guide for Enterprise RAs
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DO HLOUBKY - DIMENZOVANI

Kolik GPU potrebuje podnikovy RAG chat

Velikost firmy Soubézni uzivatelé LLM GPU GPU celkem Nody Platforma SCALE 1X = 2,75 GPU
1GPU LLM (Nemotron
100-200 uzivatel( <20 1 ~3 1 RTX PRO 6000 Super 49B) + 1 reranker +
0,5 embedding + 0,25
500 uzivatell 30-50 1-2 ~4-5 1 RTX PRO 6000 Milvus. Skaluje linearne s
ucinnosti ~90 % az do
1000 uzivatelU 50-200 3-5 ~6-10 1-2 RTX PRO 6000 R
5 000 uzivatell 500-1 000 16-30 ~19-38 3-5 RTX PRO / H200 NVL
10 000 uzivatell 1000-2 000 40-80 ~47-92 6-12 RTX PRO / H200 NVL NIM NA 1 GPU
H100 NVL, Llama 3.1 8B
Chat 128/128 tokend, cilové TTFT < 5 s (s 3 s nizkd latence). Sumarizace potfebuje zhruba 2x vic LLM GPU. FP8: ~140 soubé&znych

uzivatell pfi TTFT ~1s, ~3
000 tokenu/s. Run:ai s
0,5 GPU na model: 2x vic
uzivatelQ.

Zdroje: NVIDIA Enterprise RAG Retrieval Scaling and Sizing Guide; NIM LLM with Run:ai Sizing Guide (Enterprise RA)
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HPE Al TOVARNY - PORTFOLIO

NVIDIA Al Computing by HPE: tri typy Al tovaren

HPE Private Cloud Al HPE Al Factory at scale HPE Sovereign Al Factory
Pro podniky Pro poskytovatele a tvlrce modelu Pro statni spravu a regulované obory
+ Hotové reSeni na kli¢ « Stovky az desitky tisic GPU « Data a provoz pod vlastni kontrolou
* 2.generace: ProLiant DL380a Genl2 + +  Bezpecny multi-tenant provoz * Podpora NVIDIA Al Factory for
RTX PRO 6000 * Pripraveno na NVIDIA NCP certifikaci Government
« Varianta i bez pfipojeni (air-gapped) «  NVIDIA Mission Control v 2026 « Multi-tenant a air-gapped scénare

* RozSifujici racky pro vic GPU

SERVERY ULOZISTE

ProLiant DL380a Genl2 - Compute XD690 - Alletra Storage MP X10000 / B10000O
GB300 NVL72 by HPE

SOFTWARE SIT
NVIDIA Al Enterprise - Run:ai - OpsRamp - NVIDIA Spectrum-X
HPE Private Cloud Al - Al tovarna na kli¢ Morpheus - Data Fabric

Zdroje: HPE — Al Factory with NVIDIA,; tiskové zpravy HPE (06/2025, 10/2025, 03/2026). Foto: HPE
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HPE Al TOVARNY - SERVERY

HPE servery v referencnich architekturach NVIDIA

ProLiant DL380a Genl2 Compute XD690 GB300 NVL72 by HPE
RTX PRO Al Factory - 2-8-5-200 HGX Al Factory - 2-8-9-800 NVL72 Al Factory - 2-4-5-800

Format 4U, 2% Intel Xeon 6 Format 10U, 2x Xeon 6 (64 jader) Format 48U rack, 72 GPU + 36 Grace
GPU az 8x RTX PRO 6000 BSE GPU HGX B300, 8x 288 GB Chlazeni DLC, CDU 1,3 MW pro az 8 rackd
Chlazeni vzduch nebo DLC Prikon ~14,3 KW trvale, 16,4 kKW Spicka Prikon ;:)Zi)?:kzw nominalng, ~155 kW

SCHVALENO NVIDIA SCHVALENO NVIDIA REFERENCNIi NAVRH

Infrastructure v Infrastructure v - Spectrum-X v dle NVL72 RA

16 a 32 nodu - 128 / 256 GPU 128 nodd - 1024 GPU - dual-plane 1-8 rackd - 72-576 GPU

Zdroje: NVIDIA Partner Endorsed Designs; HPE QuickSpecs DL380a Genl2, XD690, GB300 NVL72 by HPE. Foto: HPE
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HPE Al TOVARNY - VYBER

Jak vybrat Al tovarnu: tri otazky

ANO
a Mate kapalinové chlazeni a vic nez 100 kW na rack? b NVL72 Al Factory e
GB300 NVL72 by HPE - nejvétsi modely
l NE
a Potfebujete trénink nebo distribuovanou inferenci HGX Al Factory
l velkych modela? HPE Compute XD690 - 800 Gb/s na GPU - ~14-16 kW/server
NE
e Inference, agenti, vizualni computing, bézné DC pod 20 RTX PRO Al Factory
kW na rack? HPE ProLiant DL380a Genl2 - PCle - vzduch
Poznejte svuj workload - z néj vychazi navrh Al tovarny (1 étvereéek =1 node) A PAK VELIKOST
HGX RTX Zacnéte jednou Scalable Unit
itod Ar\liFa?ctoiY \A{orkloadﬁs Tiiicia Al Factory Workloads (4 Servery — 32 GPU) 2 rost’te po

4 serverech, u NVL72 po racich.
Rychly start na kli¢: HPE Private
Cloud Al.

Heavy Model Training and Inference Workloads Inference and Mixed Enterprise Workloads

B Trénink Fine-tuning M Inference RAG Analytika Simulace Vizualni computing

Zdroje: NVIDIA Enterprise RA white paper a dokumenty; HPE QuickSpecs; grafika workload(: NVIDIA. Zjednoduseny
postup M Computers.



NVIDIA Extreme Co-Design Delivering X-Factors Every Year
From Chips to Racks to Al Factories
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Dékuji

Petr Plodik - petr.plodik@mcomputers.cz
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